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Abstract 

Grade retention is a common but costly educational practice and studies have repeatedly shown 

that, in many contexts, it offers no academic benefit to retained students. A remaining justification 

for its continued use is the presumed benefit for the promoted peers from whose class the retained 

student was removed. This study tests that assumption using longitudinal data from the German 

National Educational Panel Study (NEPS) and a difference-in-differences approach, focusing on 

grades and competencies from Grades 1 to 9. Results predominantly yield null findings, with a 

small positive effect on mathematics grades in lower secondary education (0.08–0.09 SD) as the 

only exception. Overall, our findings do not provide support for presumed peer benefits as a justi-

fication for grade retention. 
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Introduction 

Grade retention or grade repetition, i.e., the practice of having a student repeat a grade level, is a 

common and costly measure in educational systems worldwide. In the United States, 2.3% of ap-

proximately 50 million students are retained in a single year, creating additional school expendi-

tures exceeding $12 billion annually (West, 2012). Similarly, in Germany—the focus country of 

this study—around 250,000 students (2.6%) were retained in 2007/08, resulting in direct costs of 

approximately €931 million (Klemm, 2009).1 Of course, the high price of this policy could be 

justified if it created substantial benefits. Research assessing the impact of grade retention on the 

further academic development of retained students, however, has long been skeptical about such 

benefits (e.g., Jimerson, 2001). Recent meta-analyses and systematic reviews conclude that, on 

average, grade retention does not improve the academic performance of grade repeaters, with any 

positive effects confined to the short run and to very specific institutional contexts (Goos et al., 

2021; Valbuena et al., 2021). 

Despite limited effectiveness and substantial costs, grade retention persists. A common 

additional rationale offered in support of this practice is the belief that it benefits other students, 

namely those who are promoted. Some policy-makers, teachers, and administrators assume that 

low-achieving classmates impede the learning of higher-achieving students and that, therefore, 

removing these classmates should improve learning conditions for the remaining class by increas-

ing classroom homogeneity (see Bellenberg & im Brahm, 2010, pp. 524–525; Klemm, 2009, p. 6; 

U.S. Department of Education, 1999, p. 7). This line of reasoning follows a similar logic to that 

applied in defending strong tracking or institutional segregation of students: even if the sorting out 

of low-achieving students does not support their own academic achievement, students who remain 

in higher-achieving tracks or schools are assumed to benefit from more homogeneous learning 
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environments. Under this logic, increased educational inequality is counterbalanced by increased 

educational quality for some. The empirical evidence, however, rejects this assumed trade-off, at 

least for the case of institutional differentiation (Heisig & Matthewes, 2022; Pfeffer, 2015). For 

grade retention, by contrast, there is very limited empirical evidence on whether promoted students 

benefit when one of their classmates is retained. This study addresses this gap by estimating the 

effect of retaining classmates on the grades and competencies of promoted students. 

The remainder of this article is organized as follows. The next section discusses how the 

prior literature may help build expectations about the potential benefits or drawbacks of classmate 

retention for promoted students. The subsequent section describes the data, variables, and methods. 

After presenting our findings, we conclude that there is little evidence to support the assumption 

that classmate retention benefits promoted peers. Taken together with prior research showing that 

the practice fails to benefit retained students in many contexts (Goos et al., 2021; Valbuena et al., 

2021) and reinforces educational inequality (National Research Council, 1999, p. 122; Pipa et al., 

2025, p. 15), these findings call for a critical reassessment of grade retention as an educational 

policy. 

Background 

Prior Research on the Effects of Grade Retention 

Much prior research has examined the effects of grade retention on the “repeater” and is largely 

skeptical about its benefits (Allen et al., 2009; Hattie, 2009, pp. 97–99; Holmes, 1989; Jimerson, 

2001). More recently, Valbuena et al. (2021) reviewed 42 causal-inference studies published be-

tween 2001 and 2020 across various countries. They conclude that early-grade retention can have 

positive effects, but only in the short term and mostly within very specific institutional contexts. 
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By contrast, retention in later grades tends to produce null or even negative effects on student 

outcomes. Taken together, they conclude that the measure is overall ineffective for retained stu-

dents (Valbuena et al., 2021). Similarly, another recent meta-analysis of 84 methodologically 

sound studies by Goos, Pipa and Peixoto (2021) indicates that grade retention has, on average, no 

effect on the further academic development of repeaters. Notably, the effectiveness of the measure 

varies by country: it appears most beneficial in systems with less intense tracking, such as the 

United States, and least effective in countries like Germany, Belgium, Luxembourg, and Uganda, 

where tracking, in the form of strict institutional differentiation, is extensively used as a response 

to student heterogeneity (Goos et al., 2021, p. 9). Research from Germany aligns with this com-

parative literature: While Klapproth et al. (2016) observe short-term academic benefits of grade 

retention for repeaters, their study, along with others (Ehmke et al., 2010, 2017; Fabian, 2020), 

finds no medium- or long-term improvements in grades or competencies. Additionally, research 

from both the United States (Locke & Sparks, 2019; National Research Council, 1999, p. 122) and 

Europe (Pipa et al., 2025, p. 15) indicates that grade retention reinforces educational inequality. 

While there is thus ample and convincing evidence on the limited benefits of grade reten-

tion for retained students (e.g., Valbuena et al., 2021), including for Germany (e.g., Fabian, 2020), 

the literature on how this practice affects the academic performance of promoted classmates is 

very thin. A recent U.S. working paper by Hwang and Koedel (2025) is the only study to date that 

directly examines this question, leveraging plausibly exogenous variation generated by a third-

grade retention policy change in the state of Indiana. They find that promoted fourth-grade cohorts 

exposed to higher levels of classmate retention had fewer disciplinary incidents (concentrated 

among boys), while girls showed higher achievement in English language arts. However, these 

advantages were substantively small and faded out after one year, and no consistent effects were 
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found for math achievement or unexcused absences. Overall, their findings thus suggest that grade 

retention does not improve the long-term outcomes of promoted students. Limitations of their 

analysis include the reliance on school-by-grade data without classroom identifiers, which may 

lead to an understatement of classroom-level effects (Hwang & Koedel, 2025, p. 2). In addition, 

although they can follow promoted fourth-grade cohorts over multiple years, they cannot account 

for other instances of grade retention occurring in earlier or later grades. We contribute to this 

literature by providing evidence from a different institutional context (Germany) using data that 

allow us to identify classrooms and to analyze school grades and competencies separately for 

Grades 1–9, while accounting for instances of grade repetition across all observed grade levels. 

To better understand potential effects on promoted students, we next consider the small, 

related literature on how students perform in classrooms that receive a retained peer. In the United 

States, a few studies suggest that the addition of a grade repeater negatively affects classmates' 

academic outcomes (Bietenbeck, 2020; Gottfried, 2013b; A. J. Hill, 2014) and increases their rates 

of unexcused absences (Gottfried, 2013a), whereas Hwang and Koedel (2025) find no such evi-

dence for third graders. At the same time, Bietenbeck (2020) finds that repeaters positively impact 

their classmates in the long run by improving their non-cognitive skills, such as their discipline 

and effort, and increasing their likelihood of graduating from high school and taking a college 

entrance exam. Using data from China, Xu et al. (2022) report that low-achieving peers—defined 

as those retained in primary school—negatively affect both cognitive and non-cognitive outcomes 

of their classmates. Given these mostly negative effects in receiving classes, one might expect 

grade retention to benefit the former classmates in the promoted class. However, the effects of 

adding versus losing a repeater may not be symmetrical. One reason is that repeaters may be more 
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closely aligned with the achievement level of students in the receiving class compared to those in 

the promoted class, as they have already been exposed to the material.  

To build expectations about how retaining classmates may affect promoted students, we 

present two competing theoretical perspectives from prior educational research in the next sec-

tions: the “bad apple” and “rainbow” perspectives. 

 

Potential Benefits of Removing the “Bad Apple” 

Why might classmate retention benefit promoted students? Lazear's (2001) “bad-apple” model of 

peer effects posits that students’ learning progress is influenced by the academic abilities and be-

haviors of their peers (Lazear, 2001, pp. 779–780). In this view, academically low-performing 

students can negatively influence their peers' academic outcomes, as they require more teacher 

attention, which reduces the time available to support others, and collaborations with low-achiev-

ing students may be less productive (Sacerdote, 2011, p. 255). The “bad apple” view also worries 

about misbehaving classmates who may hinder the learning progress of all students as they disrupt 

others' tasks, instigate disruptive behavior among their peers, and potentially add psychological 

stress for teachers (Sacerdote, 2011, p. 255). This is consistent with research showing that exposure 

to low-achieving (e.g., Lavy, Paserman, et al., 2012; Lavy, Silva, et al., 2012) and disruptive stu-

dents (e.g., Carrell & Hoekstra, 2010; Neidell & Waldfogel, 2010), as well as lower average peer 

achievement (e.g., Hanushek et al., 2003; Zimmer & Toma, 2000), negatively influences individ-

ual students’ academic achievement. Since low academic achievement and misbehavior are among 

the strongest predictors of grade retention (Pipa et al., 2025, p. 15), the “bad apple” perspective 
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would thus assume that removing such students from the classroom improves the academic per-

formance of their peers. 

In addition to these peer-composition mechanisms, the mere possibility of retention could 

incentivize students to increase their effort, suggesting that retention might benefit all students. 

Such incentive effects may become particularly salient for promoted students when a classmate is 

retained, as this experience could make the consequences of insufficient academic performance 

more tangible and thereby strengthen students’ motivation to avoid a similar outcome. Yet, the 

limited existing research on this mechanism provides no or only weak support for such incentive 

effects (e.g., Belot & Vandenberghe, 2014). 

 

Potential Benefits of Low-Achievers for their Classmates 

In contrast, students may also benefit from the presence of low-achieving classmates, meaning that 

their removal could in fact harm the outcomes of promoted students. For example, questions from 

low-performing students and the additional explanations teachers provide in response to them may 

strengthen the foundational understanding of all students. In addition, students could benefit from 

collaborating with lower-achieving classmates, as explaining content to others enhances one's own 

understanding. In line with this, the “Rainbow Model” suggests that greater ability heterogeneity 

within a class benefits all students (Sacerdote, 2011, p. 256). For instance, exposure to a broader 

range of perspectives can deepen comprehension, while interactions with diverse (including neu-

rodiverse) peers may foster non-cognitive development. This last point aligns with Bietenbeck's 

(2020) findings, which suggest that having a repeater in the classroom can improve classmates’ 

non-cognitive skills. More broadly, some research has also documented benefits of heterogeneous 
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learning settings (Lehmann, 2006; Murphy et al., 2017; Scharenberg, 2012b, pp. 251–252). Nev-

ertheless, empirical evidence on whether classroom heterogeneity or homogeneity is more benefi-

cial for students’ academic outcomes remains inconsistent (Scharenberg, 2012a, p. 3). 

Beyond these compositional mechanisms, social comparison processes may also play a 

role. From the perspective of the “big-fish-little-pond” effect (Marsh, 1987), the presence of a low-

achieving student may benefit the academic performance of their peers. The idea is that students 

compare their abilities with those of their classmates, and perceiving themselves as more capable 

can boost their academic self-concept. This, in turn, may enhance motivation and ultimately im-

prove academic performance (e.g., Marsh & Martin, 2011). Therefore, losing a low-achieving peer 

may harm the academic outcomes of promoted students. Comparable reference-group effects may 

also arise from the teacher’s perspective, with the lowest-achieving student serving as a baseline 

for evaluating academic performance in the classroom. This matters because teachers often con-

sciously or unconsciously grade in relation to the overall achievement level of the class. Removing 

a low-achieving student may cause the same level of performance to be perceived as weaker in the 

new, higher-achieving context (Ingenkamp, 1989; Neumann et al., 2010). As a result, the grades 

of promoted students may decline following the removal of the low-achieving student. 

 

Research Design 

The German Context 

In Germany, students typically transition to lower secondary education (Sekundarstufe I) after 

completing Grade 4 in elementary school, with exceptions in the federal states of Berlin and Bran-

denburg, where the transition usually occurs after Grade 6 (Helbig & Nikolai, 2015, p. 83). The 
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dominant secondary school tracks, ranked by academic rigor, are Gymnasium (higher), Realschule 

(intermediate), and Hauptschule (lower secondary track). Grade repetition generally occurs when 

students fail to meet the academic requirements for promotion to the next grade. It does not usually 

imply an immediate track change, although repeated non-promotion may eventually lead to a 

change to a lower track. This study encompasses primary education—attended by approximately 

2.71 million students in 2013/2014—and most major school types within Germany’s secondary 

education system, including Gymnasium (2.33 million students), Realschule (1.02 million), 

Hauptschule (554,000), and schools with multiple educational tracks (454,000) (Destatis, 2024).2 

 

Data 

The data for this study are drawn from the German National Educational Panel Study (NEPS), a 

longitudinal study that provides information about educational processes and the competence de-

velopment of students in Germany (Blossfeld & Roßbach, 2019). Each of the NEPS survey cohorts 

was drawn to approximate national representativeness of the respective student population in Ger-

many. 

To examine the effect of retaining classmates on promoted students’ academic perfor-

mance, it is necessary to observe classes over at least two years to compare academic performance 

at two distinct points: when the student who is later retained is still part of the class and the fol-

lowing year after their retention. We therefore rely on a longitudinal class identifier (Florean et al., 

2019), which is only available for starting cohorts 23 (Grades 1–4; years: 2013–2015/16) and 34 

(Grades 5–9; years: 2010/11–2015). Consequently, our analysis uses starting cohorts 2 (SC2) and 

3 (SC3) of the NEPS and covers Grades 1 through 9 (NEPS Network, 2024, 2025). Grades 10 and 
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above are omitted because the longitudinal class identifier does not cover these grade levels (Flo-

rean et al., 2019, p. 8). However, this is less critical for Grades 11 and above, which are not of 

analytical interest, as upper secondary education in Germany generally follows a course-based 

structure rather than fixed class groups (KMK, 2026, p. 120). The longitudinal class identifier 

allows us to follow students’ classroom affiliation over time as long as they remain on regular 

educational trajectories. Once students deviate from such a trajectory—through grade repetition, 

class or school changes, grade skipping, or early or delayed school enrollment—their subsequent 

classroom affiliation can no longer be identified. Accordingly, our analyses of promoted students 

are restricted to those with regular educational trajectories. A related data constraint is that class-

room coverage is often incomplete in the NEPS data. Based on teacher-reported class sizes, an 

average of 62% of students per class in SC2 and 46% in SC3 are not observed, limiting our ability 

to identify all instances of classmate retention. We assess the implications of this constraint in two 

ways: first, using minimum detectable effect analyses that incorporate plausible levels of unob-

served retention, and second, using robustness checks with more fully observed classrooms. We 

summarize the results of both approaches and their implications for our estimates in the “Potential 

Threats to Identification” section. 

Combining both starting cohorts, the initial sample includes 17,654 students (SC2: 9,337; 

SC3: 8,317). Because the longitudinal class identifier does not reliably cover irregular educational 

trajectories, we excluded 5,110 students for which classroom affiliation could not be identified. 

Furthermore, 453 students attending integrated comprehensive schools (ICS) were excluded (as 

explained in endnote 2). The resulting analytic sample comprises 12,091 students (SC2: 5,157; 

SC3: 6,934) with a total of 40,062 observations, most from the lower secondary level (n = 22,463), 

followed by elementary schools (n = 17,599). Within the former, observations are concentrated in 
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the higher track (n = 11,294), followed by the intermediate (n = 5,514), lower (n = 3,060), and 

multiple-track schools (n = 2,595). Finally, observations with missing information on the outcome 

variable5 as well as singletons—classes in which only one student was observed—were excluded 

from the analyses. Final sample sizes by analysis are reported in Appendix A, Table A.1, as they 

vary across the outcomes described next. 

 

Outcome Measures 

Our outcome variables are student grades and competencies. Grade point averages (GPA) were 

calculated using math and German grades as reported by parents (SC2; elementary school) or stu-

dents (SC3; lower secondary level) based on their respective end-of-year report cards. Where grade 

information was missing, we used student-reported grades in SC2 and parent-reported grades in 

SC3 to supplement the data. No grades were collected for Grade 1, and for Grade 9, half-year 

report cards were used because NEPS did not collect end-of-year grades at that level. GPA was 

computed only when both math and German grades were available; in addition, we also analyze 

math and German grades separately. All grades and GPA were coded such that higher values in-

dicate better performance. 

Our measures of competencies are based on Item Response Theory (IRT) scales based on 

weighted maximum likelihood estimation. These scores represent the best point estimates of indi-

vidual competencies, are comparable across time and cohorts, and are scaled so that higher values 

reflect better performance (Pohl & Carstensen, 2012, p. 16). This makes them well suited to cap-

turing changes in competence at the individual level (Pohl & Carstensen, 2012, p. 9). Accordingly, 

our analyses estimate the average effect of classmate retention on a non-retained student, rather 
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than on the entire promoted class, which is an appropriate approach given that classes are not fully 

observed (see “Data”). That said, a key challenge with the competence measures in both starting 

cohorts is that they were rarely collected in consecutive years, which could dilute the results. To 

address this, only competency measurements taken no more than two school years apart were in-

cluded in the analysis. With this restriction, the following competencies were considered: math 

measured in Grades 1, 2, and 4 (SC2) and Grades 5, 7, and 9 (SC3); vocabulary and science meas-

ured in Grades 1 and 3 (SC2); and reading measured in Grades 5, 7, and 9 (SC3).  

To facilitate comparisons across outcomes and cohorts and aid the interpretation of effect 

magnitudes, we report all effect estimates in standard deviation units. For each outcome and co-

hort, we use the standard deviation among students in the analytic sample who had not yet been 

exposed to classmate retention, measured in the earliest grade in which the outcome is observed. 

This rescaling changes only the scale of the estimates and does not affect statistical significance. 

Table 1 reports descriptive statistics for all outcomes on their original scales. 

 

Table 1: Descriptive Statistics of Outcome Measures (Main Analysis Sample) 

 N Mean SD Min Max 

GPA        

   SC2 7,462 4.95 0.67 1.00 6.00 

   SC3 18,733 4.29 0.76 1.00 6.00 

Math Grade      

   SC2 7,503 4.98 0.77 1.00 6.00 

   SC3 18,790 4.25 0.97 1.00 6.00 

German Grade      

   SC2 7,490 4.92 0.75 1.00 6.00 

   SC3 18,789 4.33 0.82 1.00 6.00 

Math Competence     

   SC2 11,803 2.79 1.63 -3.56 9.50 

   SC3 10,603 0.76 1.25 -4.65 6.29 

Vocabulary/Reading  

Competence 

   

   SC2 7,190 2.11 0.98 -2.30 6.66 

   SC3 10,150 0.79 1.34 -3.54 6.33 

Science Competence     
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   SC2 7,292 2.15 1.10 -1.35 6.60 

   SC3 - - - - - 

Note: SC2 denotes Starting Cohort 2 (elementary school), and SC3 denotes Starting Cohort 3 (lower secondary level). 

Dashes indicate outcomes not observed for the respective survey cohort. N denotes the number of student-grade ob-

servations; individual students may be observed in multiple grades. 

Source: NEPS data; authors’ calculations. 

 

 

Treatment and Control Groups 

Our treatment group consists of students who had one or more classmates retained following the 

previous school year, meaning that those classmates are no longer part of their current class. In 

contrast, the control group includes students who did not (yet) experience any classmates being 

retained. To identify the treatment and control groups, it is crucial to reliably determine which 

students repeated a grade and when. For this purpose, we construct a grade level variable by com-

bining reports from parents, students, and survey information, as the original grade level variable 

in the dataset showed certain limitations with respect to our analytical aims (see Appendix B for 

details). Based on this self-generated variable, students observed in the same grade for two con-

secutive years are coded as class repeaters. Given the construction of our self-generated grade-

level variable, all identified cases represent actual repeaters (see Appendix B). Using the longitu-

dinal class identifier from Florean et al. (2019), we then identify the classes to which these repeat-

ers belonged, enabling the identification of treatment and control groups. 

A few additional restrictions apply. Non-retained students who left the promoted class, 

such as those who switched to another class, were excluded from the treatment and control groups 

once they entered a new class, as their subsequent class membership could not be identified (Flo-

rean et al., 2019). Consequently, our analyses are restricted to promoted students with regular ed-

ucational trajectories (see “Data” section). Additionally, students who had just entered elementary 

school (1st grade) or the lower secondary level (5th or 7th grade) cannot, by design, be part of the 
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treatment group, as they could not yet have experienced the retention of a classmate in their new 

class. Lastly, students who repeated more than once could not contribute additional treatment 

events after their first repetition because their subsequent class affiliation could not be identified. 

This concerns about 6% of all observed repeaters, but their first repetition remains included in the 

treatment definition. We discuss potential bias from unobserved retention events in the “Potential 

Threats to Identification” section. 

Overall, 551 instances of grade retention could be used to define treatment exposure. Ap-

pendix C provides further details on the distribution of treatment and control observations across 

grade levels, school types, and model specifications, which are described in the following Analyt-

ical Strategy section. 

 

Analytical Strategy 

The estimand of our study is the effect of classmate retention on the academic performance of 

promoted students. To illustrate our estimation strategy, consider the canonical two-period differ-

ence-in-differences (DiD) setup, in which the average treatment effect on the treated (ATT) can 

be written as 

𝐴𝑇𝑇 =  (𝑌𝑝𝑜𝑠𝑡
𝑇  −  𝑌𝑝𝑟𝑒

𝑇 ) − (𝑌𝑝𝑜𝑠𝑡
𝐶  −  𝑌𝑝𝑟𝑒

𝐶 ),      (1) 

 

where Y denotes students’ academic performance. The superscript T refers to promoted students 

whose class experiences a classmate’s retention between the pre- and post-periods (treatment 

group), so that the post-period is their first observation after treatment. The superscript C refers to 

promoted students whose class does not experience a classmate’s retention in either the pre- or the 
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post-period (control group), although they may experience such a retention in a later period. This 

canonical two-period DiD setup illustrates the core idea of our estimation strategy. 

In our empirical setting, however, students are observed across multiple school grades and 

may experience classmate retention at different points in time, including more than once. To ac-

count for this staggered and potentially repeated treatment, we rely on recent advances in DiD 

methodology and use heterogeneity-robust estimators (Callaway & Sant’Anna, 2021; de 

Chaisemartin & D’Haultfœuille, 2026), as described below. Using these estimators, promoted stu-

dents who experience the retention of a classmate between two consecutive grades are compared 

to promoted students who have not yet experienced such an event over the same period. The re-

sulting treatment-effect estimates are aggregated separately within elementary school (SC2; 

Grades 1–4) and lower secondary education (SC3; Grades 5–9) as follows: 

    𝜃𝑠 = ∑ 𝑤𝑘,𝑠𝑘 𝜏̂𝑘.                                             (2) 

Here, 𝑠 denotes the educational stage (SC2 or SC3), 𝑘 indexes the underlying treatment-effect 

estimates, 𝜏̂𝑘 denotes an underlying treatment-effect estimate, and 𝑤𝑘,𝑠 the estimator-specific 

weight assigned to that estimate. Thus, 𝜃𝑠 denotes the aggregated treatment-effect estimate for 

educational stage 𝑠. 

To obtain the underlying DiD estimates that enter this aggregation and to assess robustness, 

we apply two model specifications. In the cumulative specification, each instance in which a stu-

dent experiences classmate retention is treated as a separate exposure; for this specification, we 

apply the approach by de Chaisemartin and D’Haultfœuille (2026), implemented in Stata 18 via 

did_multiplegt_dyn, and report the average cumulative (total) effect per unit of treatment (de 

Chaisemartin & D’Haultfœuille, 2026, pp. 871–872). In the non-cumulative specification, students 
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are permanently classified as treated once a classmate from their class is retained; here, we use the 

estimator by Callaway and Sant’Anna (2021), implemented in Stata 18 via csdid, and report the 

overall ATT based on treatment-group aggregation (Callaway & Sant’Anna, 2021, p. 211, Eq. 

3.11). Across both specifications, individual- and time-specific heterogeneity (e.g., stable student 

characteristics or grade-level trends) are differenced out, while avoiding the well-documented 

shortcomings of classical two-way fixed effects estimators in staggered settings (Roth et al., 2023). 

In addition, time-invariant class- and school-specific heterogeneity are differenced out by design, 

as the analytic sample excludes students who change classes or schools (see “Data”). We include 

no additional covariates in the main analysis, and standard errors are clustered at the class level. 

Finally, all analyses are unweighted. Given that there is no universally preferred approach to sur-

vey weighting for causal effect estimation (Solon et al., 2015), we re-estimate the full set of anal-

yses using different NEPS survey weights in Appendix F; the weighted estimates are substantively 

similar. 

To clarify the identification logic underlying our approach, it is important to note that ob-

servational studies on grade retention that compare retained and promoted students typically face 

endogeneity problems (Valbuena et al., 2021, pp. 413–414). Our design avoids this particular  

source of bias by comparing only promoted students: those who lose a classmate due to retention 

(treatment group) are compared with promoted students who have not or not yet experienced such 

a loss (control group). Identification therefore relies on the assumption that, absent classmate re-

tention, the two groups would have followed parallel outcome trends. This assumption is arguably 

more plausible in our setting because a classmate’s retention is not directly determined by the focal 

student’s own academic performance. Because students in the analytic sample remain in the same 
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class and school (see “Data”), within-student differencing also eliminates time-invariant differ-

ences across classes and schools, including persistent differences in retention cultures. However, 

time-varying classroom-level factors could still jointly affect classmate retention and promoted 

students’ outcomes, for example through changes in classroom composition or teacher assignment. 

We examine such threats in multiple sensitivity analyses (see “Threats to Identification” section).  

Empirically, the parallel trends assumption of the DiD approach cannot be directly tested 

because it concerns an unobserved counterfactual; therefore, pre-treatment trends can only provide 

indirect evidence. In our case, these diagnostics are further limited by the availability of only one 

to three pre-treatment event-time periods, depending on the outcome. That said, we find no differ-

ential trends for most outcomes, except for mathematics competence in SC2 and GPA in SC3 (see 

Appendix A, Table A.2). Overall, we consider the parallel trends assumption plausible primarily 

on theoretical and design-based grounds and take the two suggestive pre-treatment differences into 

account when interpreting the corresponding estimates in the Results section. 

 

Results 

Descriptive Results 

We begin by describing differences in academic performance between students who experienced 

the retention of a classmate (treatment group) and those who had not yet experienced such an event 

(control group). Figure 1 summarizes average group differences across grade levels, calculated as 

zero-order differences in outcomes (treatment minus control). Across most outcomes and grades, 

students in the treatment group perform similarly to or slightly worse than students in the control 
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group. These differences tend to be more pronounced at the lower secondary level (SC3). In ele-

mentary school (SC2), most differences are not statistically distinguishable from zero; the sole 

exception is mathematics grades in Grade 2, for which treatment-group students perform better 

than control-group students. GPA differences in Grade 2 point in the same direction but are not 

statistically significant. Importantly, these comparisons are purely descriptive and do not account 

for any unobserved heterogeneity across students or over time. We therefore turn to our DiD esti-

mates to assess the effect of classmate retention on the academic performance of promoted stu-

dents. 

 

Figure 1: Average Group Differences (Treatment − Control) by Grade Level 

Note: Negative values indicate worse performance of the treatment group relative to the control group. Point estimates 

and 95% confidence intervals are based on unadjusted group-level differences and do not account for any unobserved 

heterogeneity across students or over time; standard errors are not clustered. 

Source: NEPS data; authors’ illustration. 
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Difference-in-Differences Results 

Figure 2 presents the aggregated treatment-effect estimates from the cumulative and non-cumula-

tive specifications described in the Analytical Strategy section. Positive estimates indicate im-

proved performance among promoted students following the retention of a classmate relative to 

the comparison group, whereas negative estimates indicate worse performance. In elementary 

school (SC2), all estimated effects are small, with eight of the twelve point estimates being nega-

tive. The largest estimates indicate a decline in German grades of approximately 0.03 standard 

deviations in the cumulative and 0.04 standard deviations in the non-cumulative specification fol-

lowing the retention of a classmate; however, none of the SC2 estimates are statistically distin-

guishable from zero at the 5% level. In lower secondary education (SC3), the estimates for German 

grades and both competency measures are likewise not statistically significant. By contrast, math-

ematics-grade estimates are small, positive, and statistically significant in both the cumulative 

(0.09 SD; p < .01) and non-cumulative (0.08 SD; p < .01) specifications. Given the multiple out-

comes and specifications examined, this isolated positive finding should be interpreted cautiously. 

GPA estimates in SC3 are also positive (cumulative: 0.05 SD; non-cumulative: 0.06 SD) but do 

not reach the conventional 5% significance level (p = .054 and p = .053, respectively). As GPA is 

constructed from mathematics and German grades, these estimates are driven by the positive math-

ematics-grade results. The pre-treatment diagnostics suggest differential pre-treatment patterns for 

GPA in SC3 and mathematics competence in SC2 (see Appendix A, Table A.2), although these 

diagnostics are limited by the small number of available pre-treatment periods. Interpreting the 

estimates for these two outcomes cautiously does not alter the overall pattern of results. Even when 

these outcomes are set aside, 16 of the remaining 18 estimates are not statistically distinguishable 

from zero at the 5% level. 
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Taken together, the main analyses predominantly yield null findings and fail to provide 

sufficient evidence that classmate retention improves promoted students’ academic performance. 

Mathematics grades in SC3 are the only outcome showing statistically significant positive effects, 

amounting to 0.09 SD in the cumulative and 0.08 SD in the non-cumulative specification. Exact 

estimates on their original outcome scales are reported in Appendix A, Table A.3. 

 

 

Figure 2: Effects of Classmate Retention on Promoted Students’ Academic Performance 

Note: Each marker shows an aggregated treatment-effect estimate. Horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. 

Source: NEPS data; authors’ illustration. 
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As an exploratory analysis of potential effect heterogeneity, we re-estimated the SC3 mod-

els separately for the academic and non-academic secondary tracks (see Appendix D for details). 

Most estimates are not statistically distinguishable from zero, but the overall pattern suggests less 

favorable effects in the non-academic tracks, particularly for mathematics competence (−0.11 to 

−0.14 SD; p < .01). By contrast, mathematics-grade estimates are positive and similar in magnitude 

across track groups but reach statistical significance only in the academic track. Given the smaller 

subgroup samples, we interpret these patterns as suggestive rather than strong evidence of effect 

heterogeneity. Overall, the track-specific analyses reproduce the predominantly null pattern of the 

main analysis and therefore do not alter its substantive conclusion, although the more favorable 

pattern of point estimates in the academic track provides some suggestive evidence of possible 

effect heterogeneity. 

 

Potential Threats to Identification 

While we believe that the DiD approach applied in the main analyses provides the most appropriate 

strategy available with our data for estimating the effects of classmate retention on promoted stu-

dents, we have also considered additional sources of potential bias that may threaten identification. 

Specifically, we have conducted robustness checks to address concerns related to changes in class-

room composition unrelated to grade retention (see Appendix E.1), variation in teacher assignment 

(see Appendix E.2), and potential confounding due to class size (see Appendix E.3). Across these 

robustness checks, point estimates vary somewhat, but mostly remain statistically indistinguisha-

ble from zero at the 5% level. The robustness analyses therefore reproduce the main substantive 
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pattern of predominantly null findings and provide little indication that the overall results are 

driven by these potential confounders. 

A separate issue concerns the reassignment of retained students. The NEPS data do not 

allow us to identify the classes that repeaters enter after retention. It is therefore possible that a 

promoted class that loses one retained student subsequently receives another repeater, potentially 

offsetting some of the effect of the former student’s removal. The incoming repeater, however, has 

already completed the respective grade once and may therefore differ academically from the stu-

dent who was retained from the promoted class. More importantly, such reassignment is an inher-

ent consequence of grade retention: retained students must enter another class. Our estimates 

should therefore be interpreted as capturing the net peer effect of classmate retention in realized 

school settings, rather than the isolated effect of removing a particular student while holding the 

rest of the classroom composition constant. If any benefits from removing one classmate are sys-

tematically offset by the arrival of another repeater, this itself limits the extent to which grade 

retention benefits promoted students in practice. 

The most consequential remaining limitation is bias toward zero due to incomplete class-

room observation. On average, approximately 62% of students per classroom in SC2 and 46% in 

SC3 are not observed in NEPS, meaning that some classes classified as untreated may in fact have 

experienced the retention of an unobserved classmate. This treatment misclassification is one-

sided: observed retention events allow us to identify treated classes, whereas unobserved events 

can cause truly treated classes to enter the control group. Such contamination attenuates the treat-

ment–control contrast toward zero. We assess this concern in two complementary ways. First, we 

progressively restrict the analyses to more fully observed classrooms (see Appendix E.4.1). Across 

our three increasingly restrictive specifications, none of the estimates reach statistical significance 
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at the 5% level, and no consistent pattern of beneficial effects emerges, although the restrictions 

substantially reduce sample size and precision. Second, we quantify how plausible levels of unob-

served retention affect the statistical sensitivity of the main analyses (see Appendix E.4.2). Based 

on teacher-reported class sizes and official retention rates, the sensitivity analysis implies that ap-

proximately 17% of control observations in SC2 and 16–25% in SC3 may in fact be treated. Ac-

counting for this contamination increases the outcome-specific minimum detectable effect sizes 

from 0.13–0.22 SD to 0.16–0.26 SD in elementary school (SC2) and from 0.08–0.09 SD to 0.10–

0.12 SD in lower secondary education (SC3). Thus, incomplete classroom observation reduces our 

ability to detect smaller effects, particularly in elementary school, but the analyses remain capable 

of detecting effects above the adjusted outcome-specific thresholds. For the most precisely esti-

mated outcomes, true effects of about 0.10 SD in SC3 and 0.16 SD in SC2 would still have an 80% 

chance of being detected as statistically significant at the 5% level despite the estimated attenua-

tion. In SC3, this threshold is close in magnitude to the positive mathematics-grade estimates of 

0.08–0.09 SD observed in the main analysis. At the same time, mathematics grades are the only 

outcome showing statistically significant positive effects across the 22 main estimates, so this iso-

lated finding may also be a chance finding. Taken together, the overall pattern of estimates and the 

sensitivity analyses suggest that the true effects are either null or, if present, generally small and 

difficult to detect reliably with our data. The implications of this pattern for policy evaluation are 

discussed in the next section. 
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Discussion and Conclusion 

This contribution examines whether retaining students affects the academic performance of their 

non-retained classmates who are promoted to the next grade, as measured by grades and compe-

tencies. Given the empirically well-founded skepticism about the benefits of grade retention for 

retained students themselves (Valbuena et al., 2021), particularly in heavily tracked education sys-

tems (Goos et al., 2021), and considering the high financial costs associated with this practice 

(Klemm, 2009; West, 2012), potential benefits for promoted, non-retained classmates would need 

to serve as justification for its continued use in such contexts. Our analyses provide no broad evi-

dence for such benefits. The main analyses predominantly yield null findings, with small positive 

effects on mathematics grades in lower secondary education as the only statistically significant 

exception. The exploratory track-specific analyses likewise reproduce this predominantly null pat-

tern, although point estimates are generally more favorable in the academic than in the non-aca-

demic tracks, suggesting possible effect heterogeneity. Overall, our findings provide little support 

for presumed peer benefits as a justification for grade retention. 

By extension, our findings also offer little support for the “bad-apple” hypothesis (Lazear, 

2001), according to which removing low-achieving classmates should improve the academic out-

comes of promoted students. Our study instead challenges claims that student performance im-

proves when the share of low-achieving classmates is reduced (e.g., Lavy, Paserman, et al. 2012), 

or average peer ability increases (e.g., Hanushek et al. 2003). Instead, our results align more closely 

with studies reporting no measurable peer effects of low-achieving classmates (e.g., Auestad 

2018). A complementary perspective, partly derived from the “rainbow model” (Sacerdote, 2011, 

p. 256), holds that low-achieving students can positively contribute to their classmates’ learning 

and may lower teachers’ grading standards. Our results provide limited support for this view as 
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well, as we mostly find null effects. One possible explanation for our findings is that removing 

one or a few low-achieving students is too small an intervention to meaningfully change classroom 

dynamics. Another is that such students are less detrimental to their peers than some prior studies 

suggest (e.g., Lavy et al., 2012). While our data cannot disentangle these mechanisms, both are 

consistent with our overall finding of predominantly null effects and no consistent evidence of 

academic benefits for promoted peers. 

At first sight, our conclusions for Germany may appear to diverge from those based on 

studies from the United States (Bietenbeck, 2020; Gottfried, 2013a, 2013b; A. J. Hill, 2014) and 

China (Xu et al., 2022). While we mostly observe null effects of losing a classmate due to grade 

retention, these studies predominantly report negative spillover effects when a class gains a repeat-

ing student. However, these diverging findings may simply reflect asymmetrical effects between 

losing and receiving a repeater. Like us, in ongoing work, Hwang and Koedel (2025) find no last-

ing effects of grade retention on the academic outcomes of either promoted cohorts (rising fourth 

graders) or lower cohorts that gain repeaters (rising third graders). These results are thus consistent 

with our findings for Germany. Nonetheless, as our study and Hwang and Koedel (2025) are the 

only ones to examine the effects of classmate retention on promoted students, further research is 

needed, including from other institutional contexts, to test the robustness of these findings. 

As with any observational study, our findings are subject to limitations (discussed in detail 

in the Data and Potential Threats to Identification sections). We highlight two key limitations here. 

First, due to constraints in the class identifier used in this research, our analyses are restricted to 

children who started school at the typical age and followed regular educational trajectories (e.g., 

without track changes, class switches, or grade skipping). This limits the generalizability of our 

findings to non-retained students with uninterrupted and “typical” educational trajectories. Second, 
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unlike Hwang and Koedel (2025), who observe full grade cohorts but lack classroom identifiers, 

our data include classroom assignments but not complete classrooms. As a result, both designs 

face different identification constraints that may make it more difficult to detect smaller peer ef-

fects. For our study, we assess this concern through robustness checks using more fully observed 

classrooms, which likewise do not reveal a consistent pattern of beneficial effects, although these 

analyses are substantially less precise. In addition, sensitivity analyses of our main models indicate 

that incomplete classroom observation increases the minimum detectable effects to approximately 

0.16–0.26 SD in elementary school (Grades 1–4) and 0.10–0.12 SD in lower secondary education 

(Grades 5–9). Thus, while our analyses remain informative about effects of these and larger mag-

nitudes, smaller effects—particularly in elementary school—cannot be ruled out. Taken together 

with the predominantly null pattern of our estimates, these results suggest that the true effects are 

either null or, if present, likely below the magnitudes that our data can reliably detect. Importantly, 

effects below these detection thresholds could be either positive or negative. Whether such small 

positive effects on promoted students, if present, would be sufficient to justify grade retention is 

ultimately a normative policy judgment that must be considered alongside the policy’s costs and 

the lack of consistent academic benefits for retained students. Future studies should aim to combine 

the respective strengths of our study and that of Hwang and Koedel (2025) by examining class-

level effects using data that include both complete classrooms and classroom identifiers where 

available (such as in large-scale administrative data sources). 

Our study contributes to the long-standing critique of grade retention policies in educa-

tional research. Already in the late 20th century, the National Research Council (1999, pp. 128–

132), along with other scholars (e.g., Jimerson, 2001), cautioned that grade retention is ineffective 

in improving the academic outcomes of repeaters and may exacerbate educational inequalities 
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(e.g., Locke & Sparks, 2019). Our findings contribute to this debate from a less-often studied per-

spective, providing little evidence of academic benefits for other students when a classmate is 

retained. This finding, combined with the substantial financial costs (Klemm, 2009; West, 2012) 

and the absence of consistent academic benefits for retained students in many highly stratified 

education systems (Goos et al., 2021; Valbuena et al., 2021), suggests that the practice of grade 

retention warrants critical reconsideration. Rather than retaining students for an entire school year, 

it may be more constructive to provide targeted, subject-specific remedial instruction and psycho-

logical support to struggling students. Such individualized interventions could help close learning 

gaps and foster motivation without the stigmatizing and socially selective consequences associated 

with grade retention. The fact that several countries, such as Iceland and Norway, practice auto-

matic promotion rather than grade retention illustrates that retaining students is not an educational 

necessity but one of several possible policy choices. 
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NEPS Study is voluntary and based on the informed consent of participants. This consent to par-

ticipate in the NEPS study can be revoked at any time. 

Endnotes 

1 The substantially higher cost estimate for the United States ($12 billion) compared to Germany 

(€931 million) reflects both the larger absolute number of retained students and a methodological 

difference: While West (2012) assumes that each retained student generates the full cost of an 

additional year of schooling, Klemm (2009) adjusts for the fact that not every additional student 

results in higher staffing or class formation costs. Notably, Klemm (2009) remains the most recent 

national estimate of direct retention costs available for Germany. 

2 Enrollment figures from the 2013/2014 school year are reported because this year falls within the 

period covered by the data used in this study. As of the 2023/2024 school year, enrollment figures 

in Germany include 3.10 million students in elementary schools, 2.28 million in Gymnasium, 

771,000 in Realschule, 334,000 in Hauptschule, 550,000 in schools offering multiple educational 

tracks, and 1.15 million in integrated comprehensive schools (ICS) (Destatis, 2024). We include 

schools offering multiple tracks because, although they house multiple tracks within a single in-

stitution, their students continue to be formally assigned to a specific track and are taught in rela-

tively stable class groups across most subjects. Integrated comprehensive schools (ICS), in con-

trast, differentiate students by subject-specific performance rather than assigning them to fixed 

educational tracks (Helbig & Nikolai, 2015, pp. 89–96). We exclude ICS from this analysis, since 

their students generally do not repeat a grade but are instead reassigned to a lower performance 
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level in the respective subject, and because the internal structuring of ICS by subject-specific per-

formance groups limits their comparability to school types with fixed class-based progression. 

3 SC2 (version 11.0.0) includes children first sampled in spring 2011, who were expected to start 

school in 2012/2013. The sampling strategy involved a two-stage process: first, a random sample 

of elementary schools was drawn from a complete list and invited to participate; then, a random 

sample of the kindergartens providing students to these schools was also invited. Children from 

these kindergartens were tracked as they transitioned to elementary school, with the sample further 

augmented by including all first-grade classmates and the recruitment of additional elementary 

schools (FDZ‐LIfBi, 2024, pp. 13–15). 

4 The sampling strategy for SC3 (version 13.0.0) employed a stratified two-stage process: initially, 

schools were randomly selected from a complete list, followed by the random selection of two 5th-

grade classes within each school during the 2010/11 school year (FDZ‐LIfBi, 2025, pp. 12–14). 

5 Regarding missing outcome values, we do not discard the entire case but still include the student 

in the analyses, provided that at least two valid observations are available. GPA is used here as an 

example: if a student has a missing value in Grade 6 but valid values in Grades 5, 7, 8, and 9, the 

valid observations are used in the analysis. In the analytic sample of the lower secondary level 

(SC3), most students had no missing GPA value (83.13%) or one missing value (14.74%), while 

cases with two (1.84%) or three (0.28%) missing values were rare. Within the analytic sample for 

the elementary school level (SC2), students had either one (81.08%) or two (18.92%) missing 

values, as GPA was not measured in Grade 1 and some students had an additional missing value 

in Grades 2, 3, or 4. We decided against imputing missing outcome data, as this would only add 

noise to the estimates (von Hippel, 2007, pp. 84–85). 
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Appendix A: Supplementary Tables 

Table A.1: Sample Sizes by Outcome Variable for Main and Supplementary Analyses 

 

GPA 

Math 

Grade 

German 

Grade 

Math 

Comp. 

Vocab./ 

Reading 

Comp. 

Science 

Comp. 

SC2 (Main Analysis; Main Text, Figure 2) 

      Observations 7,462 7,503 7,490 11,803 7,190 7,292 

      Individuals (total) 2,745 2,755 2,752 4,404 3,595 3,646 

      Ever-treated individuals 167 170 167 239 322 332 

      Classes 699 699 700 931 793 794 
       

SC3 (Main Analysis; Main Text, Figure 2) 

      Observations 18,733 18,790 18,789 10,603 10,150 - 

      Individuals (total) 5,319 5,332 5,326 4,323 4,140 - 

      Ever-treated individuals 1,753 1,761 1,760 1,602 1,499  

      Classes 492 492 492 446 434 - 
       

SC3 (Academic Track Only; Appendix D, Figure D.1) 

      Observations 9,892 9,915 9,914 5,702 5,415 - 

      Individuals (total) 2,724 2,729 2,727 2,311 2,206 - 

      Ever-treated individuals 810 813 814 771 706  

      Classes 209 209 209 198 191 - 

       

SC3 (Non-Academic Tracks Only; Appendix D, Figure D.1) 

      Observations 6,748 6,777 6,776 3,795 3,658 - 

      Individuals (total) 1,900 1,907 1,902 1,523 1,458 - 

      Ever-treated individuals 813 818 815 710 671  

      Classes 207 207 207 184 180 - 

       

SC2 (“Matching” Class Sizes Only; Appendix E, Figure E.1) 

      Observations 284 286 286 1,806 - - 

      Individuals (total) 142 143 143 903 - - 

      Ever-treated individuals 7 7 7 11   

      Classes 37 37 38 170 - - 
       

SC3 (“Matching” Class Sizes Only; Appendix E, Figure E.1) 

      Observations 1,857 1,863 1,869 - - - 

      Individuals (total) 892 895 897 - - - 

      Ever-treated individuals 94 94 95    

      Classes 77 77 78 - - - 
       

SC2 (Same Teacher Only; Appendix E, Figure E.2) 

      Observations 2,286 2,292 2,293 5,182 2,330 2,354 

      Individuals (total) 868 869 870 2,164 1,165 1,177 

      Ever-treated individuals 63 63 63 164 125 127 

      Classes 208 208 208 491 239 242 

 

SC2 (Additional Control for Class Size; Appendix E, Figure E.3) 

      Observations 2,360 2,388 2,374 4,482 - - 

      Individuals (total) 1,180 1,194 1,187 2,241 - - 

      Ever-treated individuals 35 35 35 205   

      Classes 355 356 359 492 - - 
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SC3 (Additional Control for Class Size; Appendix E, Figure E.3) 

      Observations 5,044 5,064 5,077 1,218 1,162 - 

      Individuals (total) 1,903 1,909 1,913 609 581 - 

      Ever-treated individuals 347 347 348 181 162  

      Classes 196 196 196 77 75 - 
       

SC2 (Incomplete Classroom Observation Robustness Check 1; Appendix E, Figure E.4) 

      Observations 582 582 582 861 418 422 

      Individuals (total) 244 244 244 364 209 211 

      Ever-treated individuals 27 27 27 26 26 26 

      Classes 36 36 36 40 22 22 

       

SC3 (Incomplete Classroom Observation Robustness Check 1; Appendix E, Figure E.4) 

      Observations 1,823 1,824 1,830 912 869 - 

      Individuals (total) 647 647 650 407 386 - 

      Ever-treated individuals 112 112 113 71 69  

      Classes 30 30 30 19 18 - 

       

SC2 (Incomplete Classroom Observation Robustness Check 2; Appendix E, Figure E.5) 

      Observations 344 344 344 509 418 422 

      Individuals (total) 125 125 125 188 209 211 

      Ever-treated individuals 21 21 21 12 26 26 

      Classes 17 17 17 20 22 22 

       

SC3 (Incomplete Classroom Observation Robustness Check 2; Appendix E, Figure E.5) 

      Observations 496 498 498 512 475 - 

      Individuals (total) 180 181 181 207 189 - 

      Ever-treated individuals 22 22 22 40 38  

      Classes 8 8 8 9 8 - 

       

SC2 (Incomplete Classroom Observation Robustness Check 3; Appendix E, Figure E.6) 

      Observations 97 97 97 146 192 188 

      Individuals (total) 35 35 35 51 96 94 

      Ever-treated individuals 21 21 21 26 13 13 

      Classes 4 4 4 5 9 9 

       

SC3 (Incomplete Classroom Observation Robustness Check 3; Appendix E, Figure E.6) 

      Observations 389 389 389 318 292 - 

      Individuals (total) 141 141 141 159 146 - 

      Ever-treated individuals 24 24 24 24 24  

      Classes 7 7 7 8 7 - 

       

Note: SC2 denotes Starting Cohort 2 (elementary school sample), and SC3 denotes Starting Cohort 3 (lower secondary 

school sample). Classes are counted uniquely, even when observed across multiple years. Ever-treated individuals are 

promoted students who experience at least one instance of classmate retention within the respective analysis sample. 

Sample sizes for the survey-weighted robustness analyses (see Appendix F) are not reported because the full set of 

analyses is re-estimated using two alternative survey weights; reporting these sample sizes would therefore substan-

tially expand the table. 

Source: NEPS data; authors’ calculations. 
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Table A.2: Tests for Differential Pre-Treatment Trends 

 Elementary School (SC2) Lower Secondary Level (SC3) 

GPA   p = 0.77 [1] p = 0.04 [3] 

Math Grade p = 0.28 [1] p = 0.17 [3] 

German Grade p = 0.79 [1] p = 0.59 [3] 

Math Competence p = 0.02 [1] p = 0.11 [1] 

Vocabulary/Reading Competence - [0] p = 0.98 [1] 

Science Competence - [0] - 

Note: P-values are from tests of the null hypothesis that pre-treatment trends equal zero, estimated using estat pretrend 

in csdid (Stata 18). Values are rounded to two decimal places. Numbers in brackets indicate the number of available 

pre-treatment event-time periods, corresponding to grade-to-grade transitions in which the respective treatment group 

is still untreated. Dashes indicate outcomes for which no pre-treatment test can be conducted; for vocabulary/reading 

and science competence (SC2), only two outcome measurements are available, leaving no pre-treatment event-time 

period for testing differential trends. 

Source: NEPS data; authors’ calculations. 
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Table A.3: Difference-in-Differences Estimates – Main Analysis 

 
 Elementary School (SC2) Lower Secondary Level (SC3) 

Outcome Cumulative Non-Cumulative Cumulative Non-Cumulative 

     

GPA -0.021 -0.006 0.037 0.041 

 (0.035) (0.034) (0.019) (0.021) 

     

Math Grade -0.020 0.015 0.075** 0.080** 

 (0.048) (0.047) (0.025) (0.028) 

     

German Grade -0.025 -0.029 -0.001 0.001 

 (0.046) (0.043) (0.023) (0.025) 

     

Science Competence -0.010 -0.010 - - 

 (0.057) (0.057) - - 

     

Math Competence 0.012 -0.022 -0.020 -0.036 

 (0.058) (0.085) (0.031) (0.033) 

     

Vocabulary/Reading  0.002 0.002 0.043 0.052 

Competence (0.037) (0.037) (0.037) (0.040) 

     

Note: Standard errors are reported in parentheses and are clustered at the class level. Point estimates are reported on 

the original outcome scales and have not been rescaled to standard-deviation units. Dashes indicate outcomes that 

are not observed for the respective cohort. All numbers are rounded to three decimal places.  

*p < .05. **p < .01. ***p < .001. 

Source: NEPS data; authors’ calculations. 
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Appendix B: Further Information on the Identification of Grade Repeaters 

In principle, whether a student repeats a class can be inferred from the dataset by using a variable 

that indicates grade level: if a student remains in the same grade for two consecutive years, they 

are assumed to have repeated that grade. However, for SC3 (Grades 5–9), a comparison based on 

the full sample (prior to any case exclusions) reveals that this method substantially underestimates 

the true number of repeaters. While it identified 502 repetitions, 678 cases of retrospectively self-

reported grade repetitions were recorded in later survey waves—despite reduced participation at 

that point—indicating limitations of the original grade level variable in accurately identifying re-

peaters. For SC2 (Grades 1–4), the same approach identified 1,037 repeaters, 903 of whom alleg-

edly repeated Grade 2, suggesting potential data errors. 

These discrepancies highlight that the grade level information in the dataset has limitations 

in identifying class repeaters. For this reason, a new grade level variable was constructed for the 

main analyses to more accurately identify grade repeaters and, based on this information, to define 

the treatment and control groups. For SC3, this variable was based on retrospective information 

on grade repetitions and skipping from students, collected from survey wave 8 onward (i.e., when 

students with regular educational careers are in Grade 11 and higher), and corresponding infor-

mation from parents, collected closer in time, as well as information on the survey wave. If students 

or their parents indicated that the student had repeated or skipped a grade level, they were believed 

and the new variable on the grade level of students was constructed accordingly. If neither repeti-

tions nor skipping were reported, we assumed that students were in the grade level targeted by the 

respective survey wave. This assumption is justified by the fact that NEPS surveys students pri-

marily in their class context, and only those with irregular educational trajectories (e.g., repeaters, 

skippers) are individually tracked. For example, in SC3, students surveyed in wave 4 are expected 
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to be in grade 8 if they follow a regular educational trajectory, as this wave targets eighth-graders 

(FDZ‐LIfBi, 2025, p. 26). The same approach was applied to SC2. However, here the information 

on grade repetitions and skipping is based solely on parental reports, as no information was avail-

able from the children in this starting cohort. Finally, students in both SC2 and SC3 who remained 

in the same grade for two consecutive school years were coded as grade repeaters. Note that all 

instances of grade repetition identified in this way represent actual repeaters rather than students 

observed in the same grade for consecutive years for other reasons (e.g., due to changing school 

tracks), as the grade level variable itself is based on parent or student reports of grade repetition 

and grade skipping, as explained above. 

Table B.1 compares the original grade level variable from the dataset with the self-gener-

ated version (in the full sample before any case exclusions) and data from the German Federal 

Statistical Office. The self-generated variable identifies a greater number of grade levels than the 

original (72,612 vs. 56,195). In terms of grade repetition, the average number of repeaters in 

Grades 3 to 9—the range covered by official statistics—shows that the self-generated variable 

(M = 1.33%) is marginally closer to the official figures (M = 2.11%) than the original variable 

(M = 1.28%). Nevertheless, both variables underestimate the actual number of grade repetitions as 

reported in official statistics, reflecting incompletely observed classrooms in our data. We discuss 

the implications of this limitation in the “Potential Threats to Identification” section. 
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Table B.1: Comparison of Grade Level Variables and Repetition Rates in NEPS and Official Statistics 

                                                 

Grades: Total 1 2 3 4 5 6 7 8 9 

Average 

(G1–9)  

Aver-

age 

(G3–9)  

Original Grade Level Variable   

N 56,195 5,909 7,240 5,320 4,949 6,164 5,905 7,695 6,989 6,024   

Repetitions 1,539 70 903 48 16 52 84 149 30 187   

% per year 2.74  1.18  12.47  0.90  0.32 0.84 1.42 1.94 0.43  3.10  2.51 1.28 

Self-generated Grade Level Variable   

N 72,612 8,715 8,726 8,690 8,669 6,161 6,187 8,536 8,474 8,454   

Repetitions 906 75 95 46 12 57 78 222 169 152   

% per year 1.25 0.86  1.09  0.53  0.14  0.93 1.26  2.60 1.99  1.80  1.25 1.33 

Official Statistics on Repetitions per School Year 

Repetitions    8,098 4,076 15,574 12,606 18,433 23,691 30,446   

% per year - - - 1.2  0.6  2.1  1.6  2.4  3.0  3.9  - 2.11 

Note: Average (G1–9) includes all grade levels; Average (G3–9) restricts the calculation to Grades 3–9 to ensure comparability 

with official statistics from the German Federal Statistical Office, which reports repetition rates starting in Grade 3. For official 

statistics, repetition rates from the corresponding NEPS survey years were used to ensure temporal comparability. NEPS figures 

are based on the sample prior to any case exclusions. 

Source: NEPS, authors’ calculations; German Federal Statistical Office (Destatis), Fachserie 11, Reihe 1: Allgemeinbildende 

Schulen, https://www.statistischebibliothek.de/mir/receive/DESerie_mods_00000110  

 

 

 

 

 

 

 

 

 



 

46 

 

 

Appendix C: Distribution of Grade Retentions and of Treatment and Control Groups by 

Grade Level, Model Specification, and School Type 

This section describes the distribution of students in the treatment and control groups across grade 

levels, model specifications, and school types. The treatment group consists of promoted students 

who lose a classmate due to grade retention, while the control group includes promoted students 

who have not (yet) experienced such a loss. It is therefore informative to first examine the distri-

bution of grade retention in the analytic sample. As shown in Table C.1, more than half of the 551 

instances occur in Grades 7 and 8 (53.9%), with Grade 7 alone accounting for 32.5%. While this 

concentration in the later grades is pronounced across all secondary school types, repetitions in 

elementary school are concentrated in the earlier grades, with Grade 3 accounting for only 19.01% 

of repetitions.  

The 551 instances reported in Table C.1 are fewer than the 906 instances reported in Table 

B.1 (Appendix B), which includes all repetitions identified when constructing our grade-level var-

iable. For treatment assignment, we exclude repetitions in Grade 4 (n = 12) and Grade 9 (n = 152), 

because their potential effects on promoted classmates would only be observed outside the corre-

sponding analytic samples (Grade 5 in SC2 and Grade 10 in SC3; see “Data” section). We further 

exclude repetitions in integrated comprehensive schools (n = 5), cases in which SC3 students were 

still enrolled in elementary school in Grades 5 or 6 (n = 5) (see “The German Context” section), 

and other repetitions for which classroom assignment could not be tracked (n = 181). We discuss 

the implications of incomplete classroom identification for our estimates in the “Threats to Identi-

fication” section. 

Turning to the distribution of treatment and control groups, the left panel of Figure C.1, 

based on the cumulative model specification, shows that students remain in the treatment group 
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after their initial exposure and may experience multiple exposures if additional classmates are 

retained in later years. Consequently, the size of the treatment group increases over time, spanning 

Grades 1 to 4 in the elementary level and Grades 5 to 9 in the lower secondary level. As expected, 

first-time exposures are most common, followed by second-time exposures, while third and fourth 

exposures occur only rarely. The non-cumulative model specification (right panel of Figure C.1) 

yields identical treatment counts, as all exposures are classified as “first”. Figures C.2 and C.3 

display the distribution of treatment and control group students across grade levels and model 

specifications, disaggregated by school type. In lower secondary education, grade repetitions are 

most frequent in the higher track (n = 166), followed by the intermediate (n = 152) and lower 

tracks (n = 55), with the fewest cases observed in schools offering multiple tracks (n = 36) (see 

Table C.1). Accordingly, the number of treated students is highest in the higher track and lowest 

in schools with multiple tracks. Because these figures describe the overall analytic sample prior to 

outcome-specific exclusions, the number of ever-treated individuals in each main and supplemen-

tary analysis is reported separately in Appendix A, Table A.1. 
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Table C.1: Grade Repetitions Used for Treatment and Control Group Definition, by Grade Level 

and School Type 

Grade Level 1 2 3 5 6 7 8 Total 

    All School Types 

N 54 61 27 49 63 179 118 551 

% 9.80 11.07 4.90 8.89 11.43 32.49 21.42 100 

    Elementary School 

N 54 61 27 - - - - 142 

% 38.03 42.96 19.01 - - - - 100 

    Schools with Multiple Educational Tracks 

N - - - 2 8 11 15 36 

% - - - 5.56 22.22 30.56 41.67 100 

    Higher/Academic Track (Gymnasium) 

N - - - 14 31 64 57 166 

% - - - 8.43 18.67 38.55 34.34 100 

    Intermediate Track (Realschule) 

N - - - 18 15 86 33 152 

% - - - 11.84 9.87 56.58 21.71 100 

    Lower Track (Hauptschule) 

N - - - 15 9 18 13 55 

% - - - 27.27 16.36 32.73 23.64 100 

Note: This table reports the number and percentage of grade-retention instances used to define the treatment and 

control groups, by grade level and school type. Percentages are row percentages and are rounded to two decimal 

places. 

Source: NEPS, authors’ calculations. 
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Figure C.1: Distribution of Treatment Exposure by Grade Level and Model Specification 

Note: Bars show the distribution of observations by grade level and treatment status under cumulative and non-cumu-

lative specifications, based on the analytic sample prior to excluding singletons and observations with missing out-

come data. 

Source: NEPS data; authors’ illustration. 
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Figure C.2: Distribution of Treatment Exposure by Grade Level and School Type (Cumulative Specification) 

Note: Bars indicate the number of observations by grade level and school type, disaggregated by treatment exposure 

(number of times treated), under the cumulative specification. The figure is based on the analytic sample prior to 

excluding singletons and observations with missing outcome data. 

Source: NEPS data; authors’ illustration. 
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Figure C.3: Distribution of Treatment Exposure by Grade Level and School Type (Non-Cumulative Specification) 

Note: Bars indicate the number of observations by grade level and school type, disaggregated by treatment status, 

under the non-cumulative specification. The figure is based on the analytic sample prior to excluding singletons and 

observations with missing outcome data. 

Source: NEPS data; authors’ illustration. 
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Appendix D: Effect Heterogeneity by Secondary School Track 

In the German context, tracking is often argued to create distinct learning environments (e.g., 

Traini et al., 2021). As an exploratory analysis of potential effect heterogeneity, we therefore re-

estimated our main models separately for the academic (higher) and non-academic (intermediate 

and lower) secondary tracks. Schools with multiple educational tracks were excluded because stu-

dents’ specific track assignment cannot be identified in our data. In addition, splitting the lower-

secondary sample reduces sample sizes and statistical precision (see Appendix A, Table A.1); these 

results should therefore be interpreted more cautiously than those from the main analysis. 

Figure D.1 reports the results. Positive estimates indicate improved performance among 

promoted students following the retention of a classmate relative to the comparison group, whereas 

negative estimates indicate worse performance. Across both track groups and specifications, 15 of 

the 20 estimates are statistically indistinguishable from zero at the 5% level. In the academic track, 

mathematics-grade estimates are positive and statistically significant in both the cumulative (0.09 

SD; p < .01) and non-cumulative (0.08 SD; p < .05) specifications. The cumulative GPA estimate 

is also positive and statistically significant (0.07 SD; p < .05), whereas the corresponding non-

cumulative estimate, the German-grade estimates, and all competency estimates are not statisti-

cally significant. All point estimates in the academic track are nevertheless positive. In the non-

academic tracks, mathematics-grade estimates are similar in magnitude to those in the academic 

track (cumulative: 0.07 SD; non-cumulative: 0.08 SD) but do not reach conventional levels of 

statistical significance (p = .162 and p = .154, respectively). Mathematics competence, by contrast, 

shows negative effects in both the cumulative (−0.11 SD; p < .01) and non-cumulative (−0.14 SD; 

p < .01) specifications. Although the German-grade and reading estimates in the non-academic 
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tracks are not statistically distinguishable from zero, their point estimates are also negative, in 

contrast to the positive point estimates for all outcomes in the academic track. 

Taken together, the pattern is suggestive of potential effect heterogeneity by secondary 

school track, with generally less favorable estimates in the non-academic tracks, particularly for 

mathematics competence. These findings should nevertheless be interpreted cautiously. The track-

specific analyses involve substantially smaller samples and do not formally test differences be-

tween tracks. Moreover, we have no clear theoretical reason to expect mathematics competence in 

particular to exhibit stronger heterogeneity than the other outcomes. The difference in statistical 

significance of the mathematics-grade estimates across track groups should likewise not be inter-

preted as evidence that the effects themselves differ, given their very similar magnitudes. Finally, 

Figure D.1 reports 20 estimates across two related specifications, so statistically significant find-

ings should be interpreted cautiously in light of multiple testing. Overall, the results therefore do 

not provide strong evidence of systematic effect heterogeneity across the full set of grade and 

competence outcomes, although both the mathematics-competence estimates and the broader pat-

tern of point estimates suggest less favorable effects of classmate retention in the non-academic 

tracks. 
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Figure D.1: Effects of Classmate Retention on Promoted Students’ Academic Performance by Secondary School 

Track 

Note: Each marker shows an aggregated treatment-effect estimate. Horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Appendix E: Details on Threats to Identification 

Here, we provide a more detailed discussion of the identification threats we report in the main text, 

along with the robustness checks conducted to assess their potential impact on our results.  

 

E.1 Changes in Classroom Composition Unrelated to Grade Retention 

A first concern is that changes in classroom composition unrelated to grade retention may occur—

for example, when students switch classes, change school tracks, or join a class due to the merging 

of same-grade classes. Such changes may bias treatment effect estimates if they influence both the 

likelihood of a classmate being retained (i.e., treatment assignment) and the academic performance 

of the remaining students (i.e., the outcome). To address this concern, we conducted a robustness 

check using a restricted sample in which the number of retained students had to match the change 

in teacher-reported class size across adjacent grades—including cases with no retention and no 

change. We rely on teachers’ reports of class sizes rather than on the number of observed students 

per class, as the latter systematically underestimates actual class sizes in our data. The logic of the 

restriction is as follows: if a Grade 2 class initially had 20 students and one student was retained, 

the reported class size in Grade 3 should be 19. If no student was retained, the class size should 

remain at 20. Limiting the sample to cases with such retention-consistent class size changes sub-

stantially reduced the number of observations and, consequently, the statistical power of the mod-

els (see Appendix A, Table A.1). Competency outcomes were excluded from this analysis because 

their measurements were taken over a year apart, and enforcing class-size matching across that 
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time span would have reduced the sample too much. An exception is math competencies in ele-

mentary school, which were assessed in both Grades 1 and 2, while Grade 4 measurements were 

excluded from the analysis. 

The results of this robustness check are shown in Figure E.1. Most estimated effects are 

not statistically significant at the 5% level. One exception is mathematics competence in elemen-

tary school, for which both specifications yield a positive effect of approximately 0.45 SD (p < 

.001). This effect is substantively large, corresponding to roughly half of the annual mathematics 

achievement gain reported by C. Hill et al. (2007, p. 3) between Grades 1 and 2. At the same time, 

mathematics-grade estimates in elementary school are negative and also substantively sizable, alt-

hough neither is statistically significant at the 5% level (cumulative: −0.31 SD, p = .17; non-cu-

mulative: −0.31 SD, p = .06). Although our theoretical discussion allows for the possibility that 

competencies and grades respond differently—for example, if the removal of a low-achieving stu-

dent raises the classroom reference standard for grading—the large, opposite-signed estimates for 

mathematics competence and grades do not constitute a coherent pattern. Given the substantial 

reduction in sample size and statistical precision in this restricted analysis, we therefore interpret 

these estimates cautiously and place limited weight on the positive mathematics-competence find-

ing. Taken together, these results are consistent with our overall assessment that there is no con-

sistent evidence of academic benefits from classmate retention for promoted students. 
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Figure E.1: Effects of Classmate Retention on Promoted Students’ Academic Performance Using “Matching” Class 

Sizes 

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. The sample is restricted 

to cases in which changes in teacher-reported class size across adjacent grades are consistent with the number of 

retained students. 

Source: NEPS data; authors’ illustration. 
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E.2 Potential Confounding by Teacher Assignment 

Second, teacher assignments may be a potential confounder. Assume that a “bad teacher” increases 

retention rates and an observant school administrator compensates the class by assigning a more 

skilled teacher in the next year. That teacher may increase average student performance and there-

fore lead to a positive bias in our estimates. At the same time, the assignment of a “bad teacher” 

following a good one may produce the opposite bias. To minimize any potential bias due to teacher 

assignments following the retention of a classmate, we repeated the main analysis using a restricted 

sample of students who were taught by the same teacher throughout elementary school (see Figure 

E.2). This restriction also led to a substantial reduction in sample size (see Appendix A, Table 

A.1). We limited the robustness check to the elementary level, as students in Germany are typically 

taught by one teacher for most subjects in elementary school, whereas in secondary school, differ-

ent teachers are often assigned to each subject.  

None of the estimated effects is statistically significant at the 5% level. Although the point 

estimates are generally positive, they are imprecisely estimated and therefore provide at most weak 

indications of beneficial effects. Overall, this robustness check is consistent with our assessment 

that there is no clear evidence of academic benefits of classmate retention among promoted stu-

dents. 
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Figure E.2: Effects of Classmate Retention on Promoted Students’ Academic Performance Using Classes with No 

Teacher Change 

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence inter-

vals. All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. The sample is re-

stricted to elementary school classes with no teacher change between grades. 

Source: NEPS data; authors’ illustration. 
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E.3 Potential Confounding by Class Size 

Third, class size may act as a confounder, as it could influence both the likelihood of a classmate 

being retained—since struggling students in larger classes may be more easily overlooked—and 

individual student performance. To address this concern, we conducted a robustness check that 

controlled for class size measured in the year before the retention event, when the retained student 

was still part of the class. Because substantial changes in class size between grades may reflect 

broader shifts in classroom composition that could independently affect academic outcomes, we 

excluded classes in which the number of students changed by more than six from one year to the 

next (or more than ten students when competencies were measured two years apart). We relied on 

teacher-reported class sizes, as NEPS often does not capture all students within each class and 

observed student counts therefore underestimate true class sizes. While more accurate, teacher-

reported class sizes contain many missing values, which substantially reduces statistical power 

when included as controls (see Appendix A, Table A.1). To evaluate the impact of the sample 

restriction, we plotted the results of the main analysis using the reduced sample (see Figure E.3, 

Panel a), alongside results from models estimated on the same sample that additionally controlled 

for class size (see Figure E.3, Panel b). The results show only marginal differences, suggesting 

that the observed changes are primarily driven by the reduced sample rather than by the inclusion 

of class size controls. This implies that the absence of class size controls in the main models is 

unlikely to have introduced meaningful bias. Regarding statistical significance, the reduced sample 

yielded no significant effects at the 5% level. Accordingly, this robustness check reproduces the 

predominantly null pattern of the main analysis. 
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Figure E.3: Effects of Classmate Retention on Promoted Students’ Academic Performance with Class Size Controls 

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. Panel (a) replicates the 

main analysis using a reduced sample that excludes observations with missing class size data. Panel (b) uses the same 

reduced sample and additionally controls for class size. 

Source: NEPS data; authors’ illustration. 
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E.4 Control-Group Misclassification Due to Incomplete Classroom Observation 

A limitation of the NEPS data is that classrooms are not fully observed (see “Data”). As a result, 

some instances of grade retention may go unobserved, causing truly treated classrooms to be mis-

classified as controls and thereby attenuating the estimated effects toward zero. We address this 

concern in two complementary ways. First, we replicate the main analyses using progressively 

more fully observed classrooms (Appendix E.4.1). Second, we conduct minimum detectable effect 

analyses that incorporate plausible levels of unobserved retention to quantify the implications of 

such misclassification for the effects our analyses can detect (Appendix E.4.2). 

E.4.1 Analyses Using More Fully Observed Classrooms 

First, we assess the sensitivity of our findings to this limitation by replicating the main analyses 

while progressively restricting the allowable deviation between the number of observed students 

per class and the teacher-reported class size, which serves as the reference measure. These re-

strictions increase confidence that classrooms in the control group are truly untreated, though at 

the cost of sample size (see Appendix A, Table A.1). Accordingly, confidence intervals are wider, 

and the coefficient plots therefore use a larger x-axis scale than in the main analysis (see Figures 

E.4–E.6). We first replicate the main analyses restricting the sample to classrooms in which the 

number of observed students deviates by no more than six students at the elementary level and 

three students at the lower secondary level from the teacher-reported class size, which serves as 

the reference value. For classrooms without a teacher-reported class size—approximately 20% at 

the elementary level and 40% at the lower secondary level—we retain only classes with at least 10 

(elementary) or 20 (lower secondary) observed students. Figure E.4 presents the corresponding 

estimates, none of which is statistically significant at the 5% level. 
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A limitation of this specification is that the restrictions are applied at the grade–year level, 

such that only individual observations violating the deviation threshold are excluded, while the 

remaining observations of the same classroom are retained. To address this concern, we re-estimate 

the main analyses imposing the same restrictions as above but now requiring that they be satisfied 

for the entire observation period. Under this more stringent restriction, the estimated effects again 

overall yield null effects (see Figure E.5). 

As a final robustness check, we restrict the sample to classrooms with a teacher-reported 

class size and exclude all classrooms without this information. To maintain sufficient sample size, 

we require that the number of observed students deviates by no more than five students from the 

teacher-reported class size over the entire observation period for both cohorts. Even under this 

most restrictive specification, the estimated effects yield overall null effects (see Figure E.6).  

In sum, across all three increasingly restrictive robustness checks (Figures E.4–E.6), none 

of the estimated effects is statistically significant at the 5% level, and the estimates do not reveal 

a consistent pattern of beneficial effects. Thus, restricting the analyses to more fully observed 

classrooms does not uncover positive effects that may have been masked by control-group mis-

classification in the main analyses. Although these restrictions cannot fully eliminate the possibil-

ity that some grade-retention events remain unobserved and substantially reduce statistical preci-

sion, the results are broadly consistent with our overall assessment that there is no consistent evi-

dence of academic benefits of classmate retention among promoted students. 

 

 



 

64 

 

 

 

Figure E.4. Effects of Classmate Retention on Promoted Students’ Academic Performance in a Class Size–Restricted 

Sample 

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. The sample is restricted 

to classrooms in which the number of observed students deviates by no more than six students at the elementary level 

and three students at the lower secondary level from the teacher-reported class size. For classrooms without teacher-

reported class size, only classes with at least 10 (elementary) or 20 (lower secondary) observed students are retained. 

Source: NEPS data; authors’ illustration. 
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Figure E.5. Effects of Classmate Retention on Promoted Students’ Academic Performance in a Class Size–Restricted 

Sample over the Entire Observation Period  

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. The sample is restricted 

to classrooms that satisfy the same deviation thresholds as in Figure E.4, now required to hold over the entire obser-

vation period of each classroom. 

Source: NEPS data; authors’ illustration. 
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Figure E.6. Effects of Classmate Retention on Promoted Students’ Academic Performance in a Class Size–Restricted 

Sample over the Entire Observation Period When Valid Teacher-Reported Class Size Information Is Available 

Note: Each marker shows an aggregated treatment-effect estimate; horizontal lines indicate 95% confidence intervals. 

All outcomes are rescaled so that effect estimates are expressed in standard-deviation units. The sample is restricted 

to classrooms with teacher-reported class size information and requires that the number of observed students deviates 

by no more than five students from the teacher-reported class size over the entire observation period. 

Source: NEPS data; authors’ illustration. 
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E.4.2 Minimum Detectable Effects under Plausible Levels of Unobserved Retention 

Second, we quantify how potential control-group misclassifications described above affect the 

magnitude of effects that our main analyses can detect. Because an unobserved retention event can 

only turn a truly treated class into an apparent control class, and never the reverse, this misclassi-

fication is one-sided. In our DiD models, this contamination of the control group absorbs part of 

the treatment–control contrast and therefore attenuates the estimated effect toward zero. Rather 

than restricting the sample, as in Section E.4.1, this section addresses the issue by asking how large 

a true effect would need to be for our analyses to detect it under plausible levels of unobserved 

retention. Because the following framework maps directly onto the binary, absorbing treatment 

definition of the non-cumulative specification, we conduct the minimum detectable effect (MDE) 

analysis for this specification only. This focus is unlikely to alter the substantive interpretation, as 

the cumulative and non-cumulative specifications yielded substantively similar results across the 

main and robustness analyses. In the following, we first describe the sensitivity-analysis frame-

work and then present the resulting contamination estimates and adjusted MDEs. 

Sensitivity-Analysis Framework. Based on the precision of the main-analysis estimates, 

we calculate conventional MDEs at 80% power from the cluster-robust standard errors as approx-

imately 2.80 × SE (two-sided α = .05; Bloom, 1995). Such an MDE is the smallest true effect size 

that the analysis has an 80% chance of detecting as statistically significant at the 5% level (Bloom, 

1995, p. 547). These MDEs are expressed in standard-deviation units as in the main text and range 

from 0.08 to 0.09 SD in lower secondary education (SC3) and from 0.13 to 0.22 SD in elementary 

school (SC2) (see Table E.1). However, these MDEs are expressed on the attenuated observed-

effect scale and do not yet account for the potential control-group contamination. To adjust these 

MDEs for this attenuation, let 𝜆 denote the share of control observations that are in fact treated. 
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Under the assumptions of parallel trends and effect homogeneity, the estimated effect can be ap-

proximated as (1 − 𝜆) times the true effect, because the share 𝜆 of contaminated control observa-

tions absorbs part of the treatment effect. Accordingly, 

         𝑀𝐷𝐸𝑡𝑟𝑢𝑒 =  
𝑀𝐷𝐸𝑜𝑏𝑠𝑒𝑟𝑣𝑒𝑑

1 − 𝜆 
  .                                 (3) 

For illustration, if 25% of control observations are in fact treated (𝜆 = .25), an observed effect of 

0.15 SD would correspond to a true effect of 0.15/(1 − .25) = 0.20 SD. 

We construct 𝜆 from two components. The first is the number 𝑚 of unobserved students in 

classroom 𝑐 and grade 𝑔, 𝑚𝑐𝑔, calculated as the difference between the teacher-reported and ob-

served class size. For classrooms without teacher-reported class-size information (approximately 

20% in elementary school and 40% in lower secondary education), we impute the grade-specific 

mean teacher-reported class size. Among classrooms with valid reports, teacher-reported class size 

averages 21.9 students in elementary school and 25.6 students in lower secondary education across 

grade levels. This imputation assumes that the grade-specific means observed among reporting 

classrooms provide a reasonable approximation for classrooms with missing reports. Where the 

observed number of students exceeds the reported or imputed class size, we set the number of 

unobserved students to zero. The second component of λ is the annual probability 𝑟 that any given 

unobserved student is retained. For this purpose, we use official retention rates from the school 

years corresponding to the respective NEPS cohorts (see Appendix B, Table B.1). For elementary 

school, we set 𝑟 = 1.2%, corresponding to the official Grade 3 retention rate. Grade 3 is the only 

grade for which an official retention rate is available and in which retention can affect outcomes 

observed within the SC2 analytic sample; we therefore apply this rate to all relevant prior grades 
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in SC2. For lower secondary education, we consider two scenarios, 𝑟 = 1.6% and 𝑟 = 3.0%, cor-

responding to the lowest and highest official retention rates observed across Grades 5–8, in which 

retention can affect outcomes observed within the SC3 analytic sample. 

Assuming a common retention probability 𝑟 and independent retention events among the 

𝑚𝑐𝑔 unobserved students, the probability that at least one unobserved student in a control class-

room is retained in a given grade is 

     1 − (1 − 𝑟)𝑚𝑐𝑔  .                             (4) 

For illustration, if a classroom has 10 unobserved students (𝑚 = 10) and the annual retention 

probability is 2% (𝑟 = .02), the probability that at least one of these students is retained is 1 −

(1 − .02)10 ≈ .18, or about 18%. 

Because treatment status is absorbing, the probability of control-group contamination ac-

cumulates over prior grades in which an unobserved retention event could have occurred. For a 

control observation in classroom 𝑐 and grade 𝑔, we therefore use the numbers of unobserved stu-

dents in that classroom across all relevant prior grades observed within the respective panel. We 

denote the resulting contamination probability for classroom 𝑐 in grade 𝑔 by 𝑝𝑐𝑔: 

                   𝑝𝑐𝑔 = 1 − (1 − 𝑟)∑ 𝑚𝑐𝑠𝑠∈𝐾𝑐(𝑔)                            (5) 

where 𝑠 indexes prior grade levels and 𝐾𝑐(𝑔) denotes the set of prior grades observed for class-

room 𝑐 within the respective panel in which an unobserved retention event could have occurred, 

with the relevant prior grades drawn from Grades 1–3 in SC2 and Grades 5–8 in SC3. Retention 

in Grade 4 or Grade 9 would affect classmates only in the following grade, which lies outside the 
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respective analytic window. For illustration, if a Grade 4 control classroom has 8, 10, and 7 unob-

served students in Grades 1, 2, and 3, respectively (𝑚𝑐1 = 8, 𝑚𝑐2 = 10, and 𝑚𝑐3 = 7), then 

∑ 𝑚𝑐𝑠𝑠∈𝐾𝑐(4) = 25. With an annual retention probability of 2% (𝑟 = 0.02), the implied contami-

nation probability is 𝑝𝑐4 = 1 − (1 − 0.02)25 ≈ 0.40, or about 40%. In other words, this observa-

tion, although classified as a control, has an approximately 40% probability of being truly treated. 

Finally, we approximate 𝜆 separately for SC2 and SC3 by averaging 𝑝𝑐𝑔 across all control 

observations within each educational stage. Substituting the estimated 𝜆 into equation (3) yields 

the contamination-adjusted MDE. Because these calculations rely on simplifying assumptions, 

these adjusted MDEs should be interpreted as sensitivity benchmarks rather than as exact bias 

corrections. 

Results. Turning to the results, applying this procedure yields 𝜆 = .172 (17.2%) in SC2. 

In SC3, 𝜆 = .161 (16.1%) under the lower retention-rate scenario (𝑟 = .016) and 𝜆 = .252 

(25.2%) under the higher scenario (𝑟 = .030). Put differently, about 17% of control observations 

in SC2 and 16–25% in SC3 are expected to be truly treated because an unobserved classmate was 

retained. Table E.1 translates these contamination estimates into contamination-adjusted MDEs. 

In SC2, the observed-scale MDEs range from 0.13 to 0.22 SD; accounting for 𝜆 = .172 increases 

them to 0.16–0.26 SD. In SC3, the observed-scale MDEs range from 0.08 to 0.09 SD. They in-

crease to 0.10–0.11 SD under the lower retention-rate scenario and to 0.11–0.12 SD under the 

higher scenario. Relative to the observed-scale MDEs, the adjustment increases the detectable-

effect thresholds by approximately 21% in SC2, 19% in the lower SC3 scenario, and 34% in the 

higher SC3 scenario. 
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These results indicate that incomplete classroom observation reduces the sensitivity of the 

analyses but does not fundamentally alter their interpretation. Under the assumptions of the sensi-

tivity analysis, true effects equal in magnitude to the adjusted MDEs would have an 80% chance 

of producing an estimate that is statistically significant at the 5% level, while larger effects would 

be detected with greater power. Taken together with the overall pattern of the main analysis, these 

results suggest that the true effects are either null, as indicated by most of the main estimates, or, 

if present, likely too small to be detected reliably with our data. For the most precisely estimated 

outcomes, the adjusted MDEs are about 0.10 SD in SC3 and 0.16 SD in SC2, although thresholds 

are higher for some outcomes, reaching up to 0.12 and 0.26 SD, respectively. The implications of 

these findings for policy evaluation are discussed in the Discussion and Conclusion section. 
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Table E.1: Observed and Contamination-Adjusted Minimum Detectable Effects 

 GPA 
Math 

Grade 

German 

Grade 

Math 

Comp. 

Vocab./ 

Reading 

Comp. 

Science 

Comp. 

SC2 (Elementary School) 

Observed MDE .14 .18 .16 .22 .13 .18 

Adjusted MDE (r = 1.2%) .17 .22 .20 .26 .16 .22 

SC3 (Lower Secondary Level) 

Observed MDE .08 .09 .09 .08 .09 – 

Adjusted MDE (r = 1.6%) .10 .10 .11 .10 .11 – 

Adjusted MDE (r = 3.0%) .11 .12 .12 .11 .12 – 

Note: All MDEs refer to the non-cumulative specification, 80% power, and a two-sided 𝛼 = .05, and are expressed 

in standard-deviation units. Adjusted MDEs scale the observed MDEs upward to account for potential attenuation 

from unobserved classmate retention, based on the assumed annual retention rate (𝑟) and the estimated number of 

unobserved classmates. Science competence was not assessed in SC3. All values are rounded to two decimal places. 

Source: NEPS data; authors’ calculations. 
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Appendix F: Robustness to Alternative Survey Weights 

 
Figure F.1: Replication of Figure 2 Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure 2 for SC2 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.2: Replication of Figure 2 Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure 2 for SC3 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.3: Replication of Figure D.1 Using Alternative Survey Weights 

Note: The figure replicates Figure D.1 using alternative survey-weighting specifications. Estimates are shown for the 

original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding entry-

weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition from 

those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in standard-

deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.4: Replication of Figure E.1 Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.1 for SC2 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.5: Replication of Figure E.1 Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.1 for SC3 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.6: Replication of Figure E.2 Using Alternative Survey Weights 

Note: The figure replicates Figure E.2 using alternative survey-weighting specifications. Estimates are shown for the 

original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding entry-

weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition from 

those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in standard-

deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.7: Replication of Figure E.3, Panel (a), Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.3, Panel (a), for SC2 using alternative survey-weighting specifications. All mod-

els use the reduced sample with observed class-size information but do not control for class size. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. Horizontal lines indicate 95% confidence intervals; all outcomes are 

expressed in standard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.8: Replication of Figure E.3, Panel (b), Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.3, Panel (b), for SC2 using alternative survey-weighting specifications. All mod-

els use the reduced sample and additionally control for class size. Estimates are shown for the original unweighted 

sample, using entry and longitudinal survey weights, and unweighted on the corresponding entry-weight and longitu-

dinal-weight samples. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in standard-

deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.9: Replication of Figure E.3, Panel (a), Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.3, Panel (a), for SC3 using alternative survey-weighting specifications. All mod-

els use the reduced sample with observed class-size information but do not control for class size. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. Horizontal lines indicate 95% confidence intervals; all outcomes are 

expressed in standard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.10: Replication of Figure E.3, Panel (b), Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.3, Panel (b), for SC3 using alternative survey-weighting specifications. All mod-

els use the reduced sample and additionally control for class size. Estimates are shown for the original unweighted 

sample, using entry and longitudinal survey weights, and unweighted on the corresponding entry-weight and longitu-

dinal-weight samples. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in standard-

deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.11: Replication of Figure E.4 Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.4 for SC2 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.12: Replication of Figure E.4 Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.4 for SC3 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.13: Replication of Figure E.5 Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.5 for SC2 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.14: Replication of Figure E.5 Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.5 for SC3 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.15: Replication of Figure E.6 Using Alternative Survey Weights (SC2) 

Note: The figure replicates Figure E.6 for SC2 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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Figure F.16: Replication of Figure E.6 Using Alternative Survey Weights (SC3) 

Note: The figure replicates Figure E.6 for SC3 using alternative survey-weighting specifications. Estimates are shown 

for the original unweighted sample, using entry and longitudinal survey weights, and unweighted on the corresponding 

entry-weight and longitudinal-weight samples. The latter two estimates isolate changes due to sample composition 

from those due to weighting. Horizontal lines indicate 95% confidence intervals; all outcomes are expressed in stand-

ard-deviation units. 

Source: NEPS data; authors’ illustration. 
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